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Generative artificial intelligence
in architectural education:
a study of the use of diffusion models

Abstract

This article presents a study of the applica-
tion of generative artificial intelligence (AI)
in the early architectural design phase. Its
purpose is to verify whether these tools
speed up the development of a concept and
how to increase control through simple
parametric models and a clearly defined de-
cision loop including a human. The study
was based on a course taught at the Faculty
of Architecture of the Warsaw University of
Technology by a team of teachers from the
Chair of Architectural Design and the De-
partment of Pro-Environmental Design.
The course was attended by 62 students in
25 teams. The course was divided into four
blocks (type exploration and visualisation,
automation of functional layout generation,
insolation analysis and life cycle assessment)
- the first of these is described in detail in
this article. The course combined parametric
modelling with a text- and image-driven im-
age generator. The results of student surveys
conducted at the end of the course indicate
that AI was useful at the concept stage for
88% of them; the main barriers were limited
predictability, repeatability and hardware re-
quirements. The best results were produced
by a combination of a clearly defined de-
signer’s intention with a simple 3D model
and a critical selection of results. The course
authors recommend integrating Al into the
curriculum as a way to learn to work with the

in conceptual design

process (formulating criteria, controlling the
course, evaluating the results), rather than
only operating result-focused tools.

Keywords  generative design | generative
artificial intelligence | paramet-
ric modelling | diffusion models
| design didactics | architectural
visualisation

1. Research problem and scope of the article

The article describes a portion of an aca-
demic course that focused on the use of artificial
intelligence (AI) at the early stage of architectural
design. The purpose of the study was to determine
whether artificial intelligence has the potential to
facilitate or improve the performance of concep-
tual work, and how its performance can be im-
proved by using a parametric model as an addi-
tional layer of control.

The first section presents the current
trends in design and teaching practice that point
to the increasingly common use of AI-based tools.
The description ends with a justification for ad-
dressing this topic. Previous examples of the in-
troduction of artificial intelligence in courses in
architectural programmes are then outlined. The
next part is a description of the unique course cur-
riculum, which we implemented in the team com-
posed of Krystian Kwiecinski, PhD Arch., Szymon
Ploszaj-Mazurek, PhD Arch., Krzysztof Nazar,
MSc Arch., and Jakub Oszczyk, MSc Arch., during
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the seventh semester of the long-cycle programme
of studies in architecture at the Faculty of Archi-
tecture of the Warsaw University of Technology.
Subsequent chapters focus on the software config-
uration required to replicate the classes, a descrip-
tion of the design tasks set for the students and
the content of the surveys that formed the basis
for the assessment of the implementation. The ar-
ticle ends with a presentation of the results of the
course, a discussion and an assessment of the rele-
vance of teaching how to use artificial intelligence
in courses during architectural studies.

2. Introduction

Recent years have been a time of ‘Al-as-
sisted design’ in architecture. Artificial intelligence
does not replace the designer, but expands the de-
signer’s field of vision - allowing him or her to
verify various creative pathways more quickly and
thus make decisions more efficiently. Diffusion
models (AI image generators) should be consid-
ered as a partner at the stage of first sketches and
not as the ‘author’ of the design, since the assess-
ment of and responsibility for the choices remain
with the human'. Since we are increasingly hand-
ing over part of the creative work to machines, it
makes sense to move away from the ‘tool versus
creator’ opposition and think about collaboration
and co-authorship. This understanding of sup-
port is described by Philip F. Yuan, among others:
machines enhance the perception, thinking and
imagination of architects rather than replacing
them®.

The 2024 report of the Royal Institute of
British Architects (RIBA), based on a survey of
its members, shows a growing interest in the use
of Al in architecture combined with cautious im-
plementation: 41% of studios use AI at least occa-
sionally, although only 2% use it for every project

' D. Bolojan, Creative AI: Augmenting Design Potency, “Ar-

chitectural Design’, 2022, no. 92(3), pp. 22-27.

2 P E Yuan, Toward a generative Al-augmented design era,

“Architectural Intelligence’, vol. 2, 2023, no. 1, art. 16.
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(59% never do it)’. Among those using Al, 43%
already report improvements in the efficiency of
the design process. Over the next 2 years, expec-
tations of wider implementation prevail: 54% ex-
pect to use Al in their own studio and 57% expect
efficiency improvements as a result of technol-
ogy developments. At the same time, only 20% of
studios invest in R&D work on Al (implementa-
tions and suitability studies), which explains why
it is important in education to teach procedures,
evaluation criteria and documentation for work-
ing with off-the-shelf tools that operate as black
boxes (when the mechanisms of operation are not
exactly known).

Phil Bernstein argues that the integra-
tion of artificial intelligence into the work of pro-
fessional architects is not an externally imposed
revolution, but the next stage of development after
CAD, BIM and parametric modelling. Al is start-
ing to provide support in the daily design routine:
not only by ‘drawing’ and modelling, but also by
analysis and predicting the consequences of de-
sign decisions. In the preparation of documenta-
tion, Al provides automation and less costly cor-
rections at later stages of the design®. This shift
will be increasingly felt in practice: systems based
on machine learning are meant to extend our com-
petences — not to replace architects, but they influ-
ence the way we work by reorganising the division
of roles’. For education, this is a hint to avoid
the mistake made when teaching BIM modelling
methods, which were often reduced to the use of
software, without including the way of thinking
and real processes in design studios. Al needs to
be integrated into the curriculum, not as another
software-oriented course, but as an exercise famil-
iarising students with the new roles an architect

3 Royal Institute of British Architects, RIBA AI Report 2024,
https://www.architecture.com/knowledge-and-resources/
resources-landing-page/riba-ai-report-2024 (accessed on
31 October 2025).

* P Bernstein, Machine Learning Architecture in the Age of

Artificial Intelligence, London 2022, pp. 9-10.
> Op.cit., p. 103.
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has to play. Students should be taught how to work
with large data sets, define clear and measurable
criteria for evaluating generated works, combine
parametric models with analysis and evaluation of
results, and ensure human-algorithm collabora-
tion in real design scenarios®. The broader context
of these transformations is set by the discourse of
digital turns in architecture - from the compu-
terisation of representation and production to the
tools that take over computation, thinking and in-
ference — synthetically addressed in the work of
Mario Carpo and Neil Leach’.

In the last ten years, interest in Al in
the design of buildings and cities has accelerated
strongly, as shown in a review article by Hao-
lan Zhang and Ruichuan Zhang® Until 2018,
the number of publications on AI in architec-
tural and urban design was rather moderate, and
since 2019 there has been a clear increase in that
number. The keyword map also shows a shift in
emphasis: the discourse has shifted from compu-
ter-aided design and topology optimisation towards
artificial intelligence methods such as deep learn-
ing and generative adversarial networks. The au-
thors of the review collected a total of 179 papers
from the last decade, organising them according to
three fields of application - site development (ur-
ban planning), interiors and fagades — and three
method classes — expert systems, optimisation and
machine learning. The authors demonstrate that
AT today affects the full spectrum of tasks: from
land development planning to fagade details. This
gives a picture of a rapidly growing and increas-
ingly standardised field of research into Al in ar-
chitectural and urban design. Another systematic

¢ Op. cit., pp. 105-106.

7 M. Carpo, The Digital Turn in Architecture 1992-2012,
Chichester 2012, pp. 8-14; idem, The Second Digital Turn:
Design Beyond Intelligence, Cambridge, MA 2017, pp. 1-8;
N. Leach, Architecture in the Age of Artificial Intelligence: An
Introduction to Al for Architects, London-New York 2022,
chapters 5-7.

8 H. Zhang, R. Zhang, Generative artificial intelligence (AI)
in built environment design and planning — A state-of-the-art
review, “Progress in Engineering Science’, vol. 2, 2025, no. 1.

review (from 2015-2025) by Socrates Yiannoudes
shows that 85% of studied generative Al solutions
in architecture end up with raster images or un-
editable geometry, and only 15% provide models
that can be used in CAD or BIM software’. At the
same time, 69% of the methods are limited to con-
ceptual work. This gives a picture of constraints
and industry trends.

The choice of topic and the purpose of the arti-
cle stem from two considerations. Firstly, there is
a need for an accessible and concise didactic sce-
nario that will teach students to control diffusion
models using simple explicit conditions (verbal
definitions supported by geometrical constraints).
The aim is to familiarise them with a tool around
which myths and fears about the future of the pro-
fession are growing. The second consideration is
the need to embed Al-based tools in the logic of
algorithmic thinking, where the rules of conduct
and evaluation criteria are as important as the re-
sults. In addition to teaching how to use the tool,
it is essential to start a discussion on the changes
in design practice that will result from the techno-
logical developments.

3. Research background

Research into generative and algorithmic
design in architecture has a long history that goes
far beyond the recent wave of popularity of artificial
intelligence. In parametric design thinking (PDT),
a design is described as a scheme of relationships
(parameters and dependencies) that generates
whole families of solutions and allows fast, revers-
ible revisions, usually in VPL (visual programming
language) interfaces combining code and geometry
(e.g. Rhinoceros+Grasshopper). Rivka Oxman or-
ganises these practices and decision-making loops
into the R-E-P-G (representation-evaluation-per-
formance-generation) flow model: a rule change
immediately restructures the model and allows the

® 8. Yiannoudes, Shaping Architecture with Generative Ar-

tificial Intelligence: Deep Learning Models in Architectural De-
sign Workflow, “Architecture’, vol. 5, 2025, no. 4, pp. 1-24.

41



42

transition to the evaluation. Equally importantly,
parametric design interfaces make generative rules
visible and editable in real time. This is why para-
metrics naturally teaches how to work on the de-
sign space rather than on one ‘final’ result (genera-
tive design vs. direct design)™.

At the Faculty of Architecture of the War-
saw University of Technology, a coherent peda-
gogy for parametric modelling was developed,
as described by Jan Slyk, Karolina Ostrowska-
Wawryniuk and Marcin Strzala. The class model
developed there proposes three phases: analytical
(reduction of the design case to a step-by-step al-
gorithm), application (implementation of the al-
gorithm using VPL - Grasshopper) and explora-
tory (systematic search of variants of the paramet-
ric model). An important exercise is the ‘control
group’: one team of students reconstructs a design
case solely from instructions written by another
team. This swapping of roles can reveal ambigui-
ties and necessitates the use of precise wording.
Such experience proves valuable when working
with Al as it improves the ability to anticipate
that written commands may be misinterpreted.
Importantly, the authors report a marked increase
in course effectiveness (over 50% more passing
grades) when the focus of the course shifts from
‘tool operation’ to algorithmic thinking and in-
formed definition of parameters'. This is in line
with Bernstein’s calls for a ‘pedagogy of new tools’
described in the introduction.

In recent years, computational design
has increasingly addressed the issue of genera-
tive imaging with Al Joern Ploennigs and Markus
Berger compare the Midjourney, DALL-E 2 and
Stable Diftfusion image generation systems, show-
ing that iterative work (on average at least four
‘steps’ to a ‘good’ image), masking operations (in-/

10 R. Oxman, Thinking difference: Theories and models of

parametric design thinking, “Design Studies”, 2017, vol. 52,
pp. 4-39.

oy Styk, K. Ostrowska-Wawryniuk, M. Strzala, Form Fol-
lows Parameter: Algorithmic Thinking Oriented Course for
Early Stage Architectural Education, “Nexus Network Jour-
nal’, vol. 24, 2022, no. 2, pp. 503-522.
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out-painting) and adjusting settings (in particular
the weights of individual control layers) become
a practical ‘control language’ — the equivalent of
parameters in a geometric model. The fagade de-
velopment scheme they present combines initial
ideation in Midjourney, frame widening (out-
painting) and substitution (inpainting) in DALL-
E 2 and refining in Stable Diffusion. The authors
note the limitations of AI tools in the semantic
layer — generative plans and sections - lack the
necessary precision and unambiguity'.

The ‘Green campus’ teaching experiment
described by Lucyna Nyka, Jan Cudzik and Jakub
Szczepanski documents the impact of Al imag-
ing in research-by-design studio. In a two-year
comparative arrangement (one year without Al
versus one year with AI), three patterns of work
were identified: a. semi-traditional (AI only as in-
spiration), b. hybrid (using generated images in
design work) and c. hybrid-interactive (influenc-
ing generated images through additional layers of
control), with the latter path yielding the best re-
sults according to the authors. The authors report
speeding up the creation of conceptual material
(inspiration boards — mood boards, solution vari-
ants) and opening up ‘thinking paths’ in the first
weeks of the course; in parallel, they point out the
difficulty of accepting the final design concepts
given the ‘ease’ of their generation and argue for
a shift in the assessment of students’ work from
the final outcome to the competence in the design
and control of processes®.

An interesting reference is the case study
of a course, in which Al is integrated into nine
weeks of design — from queries and functional pro-
gramming (using large language models — LLMs)
to conceptualisation and refinement of visualisa-
tion (using diffusion models). Shitao Jin et al. show

2 Ploennigs, M. Berger, Al art in architecture, “Al in Civil

Engineering’, vol. 2, 2023, no. 1, art. 8.

13 J. Cudzik, L. Nyka, J. Szczepanski, Artificial intelligence in
architectural education - green campus development research,
“Global Journal of Engineering Education’, 2024, no. 26(1),
pp- 20-25.
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that such integration has a positive impact on the
design process: the average self-assessment of ‘over-
all effectiveness’ increased from 2.71 to 4.04 out of
a possible 5. Students most often emphasised two
positive factors: Al-based tools stimulate innova-
tive thinking and realistically increase productiv-
ity. At the same time, they rated AI's support in or-
ganising information and programming decisions
(working on text) higher than the support in the
synthesis of form itself (images), which was linked
to the limited controllability of diffusion mod-
els. The authors of the article recommend com-
bining image generation with a parametric basis
(Rhinoceros+Grasshopper or BIM software). This
can inspire a clear division in teaching practice: lan-
guage models used for design programme develop-
ment and requirements analysis, image generators
for a quick broad overview of inspiration and the
parametric model as a control layer. The results of
the research indicate that diffusion models are most
useful at the early design stage*.

The workshop proposal ‘Al-assisted ar-
chitectural design studio’ (AI-a-ADS) also locates
diffusion models at the beginning of design work
- as a catalyst for ideas. In a three-part course,
the authors planned in sequence: 1) reproducing
keywords based on sketches and models made by
students; 2) entering keywords into a prompt tem-
plate in the Midjourney tool in order to generate
a visualisation of a building’s cross-section; 3) us-
ing the cross-section model to make final adjust-
ments to the result (blend images). The results of
the course end surveys indicated that students ap-
preciated the opportunity to learn about AI-based
tools, while also stating that the results of their
operation were generally not useful and were not
used in their designs®.

S, Jin et al., Enhancing Architectural Education through

Artificial Intelligence: A Case Study of an AI-Assisted Archi-
tectural Programming and Design Course, “Buildings”, vol. 14,
2024, no. 6, pp. 14-16.

15 G. Ozorhon et al., Al-assisted architectural design studio

(AI-a-ADS): How artificial intelligence join the architectural
design studio?, “International Journal of Technology and De-
sign Education’, vol. 35, 2025, no. 5, pp. 1999-2023.

Also worth noting is a study that system-
atically introduces an Al rendering engine into the
workflow of a design studio. In a ‘micro-house’
course, the second-year students progressed
from classical analysis of the site and precedents,
through 2D drawings, to 3D capacity studies, and
then combined their own model with the AI tool
in three steps: 1) only volumes without materials;
2) generation of variants and hints based on the
3D scene; 3) final visualisation to evaluate the ma-
terials and the detail. The sample comprised eight
designs; the evaluation was carried out in terms of,
among other things, creativity, functionality, fea-
sibility and compliance with the programme. Ab-
dulrahman Ahmed A. Alymani reports improve-
ments in the quality and complexity of solutions
over the course of a semester (in both quantitative
and qualitative data), as well as a reduction in task
completion time. The mechanism of action has
been described as repetitive prompt-image-eval-
uation loops. The Al visualisation enabled rapid
testing of material and lighting variants and itera-
tive verification of solutions. In the description of
the case studies, there are adjustments that result-
ed from the extensive review, including adjusting
the geometry and circulation paths to the topog-
raphy of the site, changing circulation layouts or
introducing a particular volumetric articulations
or a particular material'.

Against the backdrop of the widespread
use of off-the-shelf AI models, it is worth not-
ing a parallel path of experimentation that re-
quires greater technical proficiency: training
tools on collections of individually selected and
labelled images. This is to ensure, on the one
hand, that the results are more in line with the
intentions and, on the other hand, that there is

a certain amount of uniqueness in the solutions.

16 A.A.A. Alymani, Integrating Artificial Intelligence Ren-
dering Tools in Design: Integrating Al as teaching methods
in architectural education, in: Data-Driven Intelligence. Pro-
ceedings of the 42nd Conference on Education and Research
in Computer Aided Architectural Design in Europe (eCAADe
2024), vol. 2, eds. O. Kontovourkis, M. C. Phocas, G. Wurzer,
Nicosia 2024, pp. 629-638.
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Anca-Simona Horvath and Panagiota Pouliou
describe the process of training generative mod-
els based on texts from Architectural Design and
the eVolo competition, as well as 480 eVolo com-
petition boards'”. The aim was to generate a com-
plete competition entry. The authors showed that
the direct influence on the datasets used to train
the models gave them a sense of greater agency
over the outcome. However, this came at a cost:
machine learning algorithms require very large
sets of images, which additionally need to be de-
scribed (labelled) correctly. Time devoted to this
task could be spent on traditional creative work.
In their case, the design process shifted from
sketching and team discussions to working with
programming languages and datasets. On the
other hand, the process of organising the data on
‘what has been done before” was very instructive
and made it possible to observe patterns of suc-
cessful works from previous editions. The authors
even point out that building a machine learning
database could itself be a good tool for teaching
art and design history and theory, as it redirects
attention to looking for hidden relationships in
seemingly unrelated content.

The context presented indicates a consen-
sus on three common elements: 1) the productive
role of broad search (diffusion models) defined by
clear input conditions; 2) the need for additional
visual control layers, e.g. via an author’s sketch or
parametric model; 3) the requirement for human
participation as a critic and moderator of the gen-
erative process(human-in-the-loop, HIL). The ex-
ercise presented in this article — which combines
the Stable Diffusion model with a simple para-
metric model in Rhinoceros+Grasshopper and
an explicitly defined evaluation loop - addresses
these three elements and attempts to systematise
the way of incorporating generative artificial intel-
ligence into computational design education.

17" A.-S. Horvath, P. Pouliou, Al for conceptual architecture:

Reflections on designing with text-to-text, text-to-image, and
image-to-image generators, “Frontiers of Architectural Re-
search’, vol. 13, 2024, no. 3, pp. 593-612.
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4. Research method

The course analysed below lasted 25 teach-
ing hours and involved four student groups. The
topic of the course was to design a single-family
house in such a way as to maximise the use of the
available digital generative tools and reduce one’s
own work to the role of a reviewer of the proc-
esses carried out by the computer. We asked the
students a speculative question: ‘Are we at a stage
of technological development where computers,
and especially artificial intelligence, can replace
the designer?” We divided the course into four
five-hour workshop blocks: 1. type exploration,
parametrisation of building types and Al-based
image generation; 2. automation of functional
layout generation using optimisation algorithms;
3. insolation analyses; 4. environmental life cycle
assessment — LCA. The final five-hour block fo-
cused on presentation of the works and discus-
sion. A detailed description of the blocks can be
found in the next chapter. As mentioned earlier,
we intentionally limited the nature of the students’
participation in the design process to a human-
in-the-loop role: they acted as facilitators and crit-
ics of the automated processes we prepared as
the lesson plans. Crucial to the research was the
collection of the results of the students” work af-
ter each block, as well as their reflections on the
usefulness of the generative methods used. Sixty-
two students participated in the course, forming
25 working groups of 2-3 people each. This article
describes the first workshop block in particular
and discusses its results.

4.1. Description of the individual workshop
blocks

Block 01 (exploration and typology) was
conducted by the author of the article. The work-
shop covered the parametrisation of a single-fam-
ily house volume and the methods for searching
the solution space using parametric modelling
(Rhinoceros+Grasshopper) and generative imag-
ing (Stable Diffusion). The participants worked in
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the following sequence: broad variant generation
> identifying the ‘type, defining it with a verbal
description and parametrising it in Grasshopper >
feedback from the diffusion model (visualisations
+ prompts) to iteratively refine the design inten-
tion. The results obtained are: mosaics of variants,
a parametrisation diagram, a final Al visualisation
and a description of the final type definition. The
final reflection concerned the role of generative
imaging at an early stage, its difficulty and rela-
tionship to online sources of inspiration and the
place of Al in the designer’s tool kit.

Block 02 (generation of a functional lay-
out), conducted by Jakub Oszczyk MSc Arch., is
a comparison of two strategies for creating func-
tional floor plans for single-family houses: manual
and automated (Rhinoceros+Grasshopper). In the
manual part, the students documented their own
workflow, identifying advantages, disadvantages
and possible improvements; in the automated
part, they designed using a generative system pre-
pared by the instructor, documented iterations
and compared them with the manual results.

Block 03 (solar analysis), conducted by
Krystian Kwiecinski, PhD Arch., analysed the in-
solation of single-family houses: simulations of
plot shading for the equinoxes and the summer
and winter solstices, and an assessment of illumi-
nation using the daylight factor, daylight autonomy
and useful daylight illuminance metrics. The analy-
ses were carried out in Rhinoceros+Grasshopper
using the Ladybug and Honeybee extensions. On
the basis of these, Variant 1 and a modified Vari-
ant 2 (adjustment of the location and size of glaz-
ing, addition of shading elements) were developed
and compared in terms of improving the insola-
tion of the rooms.

Block 04 (LCA and carbon footprint) was
led by Mateusz Ploszaj-Mazurek, PhD Arch. It
involved the environmental life cycle assessment
(LCA) of single-family houses and the demonstra-
tion of how environmental analyses shape design
decisions. The students performed a sample man-
ual calculation for a selected partition, prepared

a bill of quantities for the main partitions and cal-
culated the embodied carbon footprint of the base
concept. They then proposed material and struc-
tural options (partition layers, technology, solid),
comparing their impact on the outcome and pre-
senting the contribution of the components to the
total footprint.

The final projects were evaluated in terms
of the quality of documentation of the experi-
ments carried out. We paid attention primarily to
the informed use of the tools as evidenced by the
descriptions, and less so to the results obtained.
A compilation of the results from all four work-
shop blocks was ultimately presented on one de-
sign board. Figures la to 1d show an example
of a final board made according to a scheme we
required, clearly showing the sequence of work
(Fig. 1a-1d). Originally, the boards were folded
vertically with the layout of the blocks in one
column starting with the first at the top and the
fourth at the bottom of the board.

4.2. Assumptions and configuration for process
replication

Prior to the class, the author prepared all
the workstations in the computer lab, uploading
the necessary software and standardising the set-
tings to increase the comparability of the results.
A description of the configuration of the comput-
ers can be found in Appendix 1 of the article.

Given the limited time available for the
workshop (5 hours), the author used a standard-
ised baseline prompt and a negative prompt to re-
duce the number of trials and errors and increase
comparability. A prompt is a textual hint for a dif-
fusion model that specifies what is (or is not) to be
generated.

Baseline prompt: large house with slant
roof. simple architectonic ((physical model)). mini-
malist, simplistic, conceptual. isometric view from
the top, typology.

Negative prompt: rendering, photography,
visualisation, digital art, grass, trees. photo, sketch-
up, sketch, small, no roof.
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At the beginning of the class, the students
were given template sheets to fill in with informa-
tion about the results of their work. They were
to consist of mosaics of variants obtained with
Al a definition of the house type, diagrams of its
parametrisation, visualisations resulting from the
combination of the parametric model and the op-
eration of Al, and critical conclusions and reflec-
tions. The data for the analysis are the final charts
and student reflections on the course, which are
summarised in the Conclusions section.

4.3. Detailed description of the workshop on the
use of Al

The block focused on linking parametric
modelling to text- and image-driven generative im-
aging. The author’s aim was to test whether tools of
a new type - diffusion models (specifically Stable
Diftusion) — are useful at the early stages of the cre-
ative process, i.e. whether they accelerate the broad
search for solutions and the iterative refinement of
design intent. During the five-hour class, the author
conducted three exercises preceded by a brief de-
scription of how to use Stable Diffusion and, more
specifically, the locally run WebUI.

4.3.1. Exercise 1: Type exploration and ‘type’
selection

The students gathered images using
search engines (e.g. Google) and aggregators (e.g.
Pinterest) and generated them in parallel in Stable
Diffusion using a generic prompt prepared by the
instructor. The collected variants were arranged in
mosaics (Fig. 2). The collections were organised
into typological categories, after which one was
selected and a ‘type” was defined verbally: a set of
necessary characteristics and exclusionary charac-
teristics determining the classification of a house
to a given category. The textual type definition was
entered as a prompt into Stable Diffusion and re-
fined until the visual results matched the students’
intentions. In this exercise, Al control was limited
to the text-to-image (T2I) method of generating
images from text.
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4.3.2. Exercise 2: Minimum parametric model
(Grasshopper)

When the possibilities of influencing the
results through text had been exhausted, the au-
thor presented the students with an image-to-im-
age (I2I) control method. This method also allows
adding a base image to the prompt and negative
prompt, which influences the result through col-
ours and composition. It is possible to control how
much influence the image has compared to the
text. The author also showed the more selective
image control methods possible in the Control-
Net module. The control signal (guidance) can be
limited to an edge (Canny) or depth map (Depth)
(Fig. 3). In these scenarios, the input image is pre-
processed (into a linear form or a depth map)
and the resulting representations condition the
de-noising process (image generation) in the dif-
fusion model so that the model ‘tries’ to preserve
the linear drawing or three-dimensional form of
the baseline image as a result. This form of control
allows the user to focus on form and articulation,
leaving the choice of detail and materials to the
diffusion model. See Figure 4 for a summary of the
control methods. It shows the results of generating
images based on the same prompt, but with differ-
ent control layers added (images from Fig. 3).

After a presentation of the I2I and Con-
trolNet methods, the author gave the students
the task of developing a simple volumetric rep-
resentation of a house type with key parameters
(proportions, roof pitch, opening relationships) in
the VPL (Grasshopper) environment. The author
then presented an extension he had developed for
Grasshopper, which linked this software to Stable
Diffusion and allowed the visual representation of
the model to be used in the previously mentioned
121 and ControlNet strategies.

4.3.3. Exercise 3: Decision loop and model
refinement

Finally, the parametric model was enriched
with details ‘suggested’ by the diffusion model (e.g.
arcades, atrium form, roof articulation) or, on the
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contrary: it was detailed in such a way as to exclude
unwanted variants. This process continued itera-
tively until a satisfactory form was achieved, which
was a combination of a particular set of parameters,
prompts and diffusion model settings.

At the end of the block, each student team
had a simple 3D model (volume representing the
type) and one leading visualisation. These formed
the starting point for the subsequent tasks: func-
tional layout automation (Block 02), insolation
analyses (Block 03) and LCA (Block 04), where
the conceptual vision was successively refined,
verified and environmentally balanced. After each
subsequent block, the students were encouraged
to revisit the assumptions from block one. An ex-
ample would be discovering that it is not possible
to design a sensible functional layout on a given
plan and that the basic parameters need to be
changed. It was assumed that such a change would
be as simple as possible thanks to the method de-
veloped: the parametric model after editing can be
transferred with the same settings to Stable Diffu-
sion, so that the ‘visualisation’ after the changes is
produced very quickly.

Figures 5, 6 and 7 show examples of the
results obtained by the students. In the margins of
the boards, on the left-hand side, space was pro-
vided for a description of the process and a reflec-
tion on the use of Al in design. The remainder of
the board was dedicated to (from the top) provid-
ing an overview of the solutions with labelled im-
ages meeting the definition of the selected type, an
illustration of the parametric model with variants,
a selection of visualisation samples from subse-
quent iterations and the final result.

5. Results - analysis of students’ reflections

The author collected and analysed de-
scriptions of the process and the ‘reflections’ on the
use of Al in design that were placed on the boards
by each of the student teams. Below is a summary
of the answers. If the number of answers in a cat-
egory does not add up to 100%, it means that not

every group gave an answer for this category.

The utility of AI in ideation. 22 out of
25 teams (88%) found generative Al to be a real
support in the concept phase: it speeds up the
generation of multiple variants and ‘expands the
field of view” of the designer. The statements high-
lighted the rapid testing of disparate leads and the
ability to ‘jump’ between directions without costly
modelling of each of them.

State of design competences. 21 out of
25 teams (84%) indicated that the tool is no substi-
tute for knowledge and experience: without design
preparation, it is difficult to select meaningful out-
comes and assess their feasibility. An oft-repeated
opinion is that artificial intelligence can act as an
‘accelerator’, but not a ‘design machine.

The role of an untrained. 19 out of
25 (76%) believe that while a layperson can ‘get
renderings, this is not equivalent to doing valuable
conceptual work. The need for creative awareness
that allows distinguishing good proposals from
poor ones was emphasised.

The most common difficulties associated
with the use of generative Al:
e Language and precision of prompts — 13 out
of 25 teams (52%): difficulty in formulating
prompts so that several requirements (for ex-
ample, a specific number of windows, a specific
shape) are met at the same time; extensive nega-
tive prompts and many iterations are required to
achieve the intended form of the building.
e Control and repeatability - 13 out of
25 teams (52%): ‘randomness’ of the effects,
difficulty in predicting the impact of a single
change in the settings and prompts; frequent
discrepancy between intention and outcome.
o Semantic errors/geometry - 3 out of
25 teams (12%): incorrect roofs, ‘levitating’
storeys, misreading of the outline from the
baseline images; effective in correcting these
errors was the expansion of negative prompts
and the strengthening of control via geometry
with ControlNet.
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Comparison with search engines (Pin-
terest/Google/IG). 11 out of 25 teams (44%) ex-
plicitly compared the two ways of working: search
engines provide ‘someone else’s examples, while
generative Al allows you to produce and conduct
a solution review according to your own vision.
At the same time, it was emphasised that search
engines are better for verifying real-world refer-
ences (materials, details, design) — something that
is often lacking in the generative process, as Al
models can ‘make up’ unrealistic variants and hide
the source of the results.

Introducing Al into one’s own design
tool kit. The students’ declarations regarding their
willingness to use Al divide almost equally: 12 out
of 25 (48%) answered ‘yes / Al should be an inte-
gral part of the tool kit’; 11 out of 25 (44%) allowed
the use ‘conditionally / not universally’ (only as an
add-on, depending on the context and stage of the
work). 8 out of 25 teams (32%) indicated that it
was important to have and develop competence in
the use of Al in architectural design. Unambigu-
ous opposition to the popularisation of this tech-
nology was expressed by 3 out of 25 teams (12%).

The need for visual control elements.
11 out of 25 teams (44%) reported introducing
the parametric 3D model as prompts for the gen-
erator as an item that is necessary to achieve the
intended solid (e.g. a clear terrace plane, atrium
contours, precise definition of the roof slope).

A selection of examples of statements by
students-participants can be found in Appendix
2 of the article.

6. Discussion

In the exercises conducted by the author,
combining a simple parametric model (Grass-
hopper) with image generation in Stable Diffu-
sion controlled by ControlNet and working in
a human-in-the- loop arrangement helped the
students to test the building ‘types’ more quickly
and clearly and then bring one of them to that sta-
tus of a coherent concept. The key conclusion is
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that the addition of geometric conditions (simple
visualisation of solids) to textual prompts greatly
increases control over diffusion models - to a level
that is useful in design. This means that Al only
shows potential when its user has specific inten-
tions and at least the basic ability to express them
visually (e.g. in a sketch or 3D model). Using the
Grasshopper software extension, which automati-
cally transfers the view to Stable Diffusion along
with parametric modelling capabilities, made the
search for solutions intuitive and fast.

The results obtained in the author’s ex-
ercises are consistent with the conclusions of the
literature indicating that AI tools should enhance
creativity and problem solving, and should not re-
place authorship. The inclusion of a simple para-
metric model (Grasshopper) as a control layer and
the work in the human-in-the-loop organised the
exploration of ‘types’ and accelerated the transi-
tion from a broad overview of variants to a coher-
ent concept. In this sense, our approach fits in with
the recommendation that design studies should
teach both concept generation with the help of AI
and the competence to manage the whole genera-
tive process, keeping decision-making on the hu-
man side'® The ability to name design intentions
- purpose, constraints and features of the desired
solution - is also proving important. Research
into the use of text-based image-generating Al
shows that ‘writing to the tool’ can be a compe-
tence in itself — the word choice and prompt struc-
ture significantly affect the outcome, and longer,
structured descriptions are more likely to lead to
higher quality results". In other words, the quality
of the image sometimes depends on the quality of
the description. This is in line with the trend of

8 M. El Moussaoui, K. Krois, Architectural Pedagogy in

the Age of AI: The Transformation of a Domain, in: School of
Architecture(s) - New Frontiers of Architectural Education.
EAAE Annual Conference — Turin 2023, eds. M. Barosio,
E. Vigliocco, S. Gomes, Cham 2025, pp. 87-93.

19V Paananen, J. Oppenlaender, A. Visuri, Using text-to-im-

age generation for architectural design ideation, “International
Journal of Architectural Computing”, vol. 22, 2023, no. 3,
pp. 458-474.
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developing interfaces that are increasingly based
on natural language. This is an argument for delib-
erately practising ‘talking and writing about archi-
tecture’ in education as part of the design process,
rather than just the final communication.

What surprised the author was the differ-
ence between the high rating of AT’s usefulness for
ideation and the moderate rate of declarations of
permanently incorporating these tools into one’s
own tool kit — some students pointed to ‘random-
ness and the problem of repeatability. A possible
explanation is the hardware barrier: working on
studio computers with low-performance graphics
cards that we had access to significantly increased
the time of each iteration and discouraged experi-
mentation and parameter adjustment.

From a pedagogical point of view, it
seems valuable to ‘demystify’ an unfamiliar
technology that causes growing concern. One
of these concerns undoubtedly includes the fear
- in this case of architects — of being replaced by
artificial intelligence. The reflections we collected
clearly indicate that, after learning about the lim-
itations of image-generating AI models, the stu-
dents became sceptical about this way of work-
ing. In future editions of the course, it would be
worthwhile to conduct surveys also before the
classes and see if students’ attitudes towards AI-
based tools have changed after the workshop. It
also seems promising to compare the two ways
of working on the occasion of the main semester
design: giving some students access to tools such
as diffusion models at the ideation stage, and
comparing them at the end of the semester with
a control group that did not have such access.
This would provide a basis for assessing whether
the benefits of using Al are real.

Finally, it is worth noting that the basic
use of generative Al, i.e. only creating images by
typing prompts into publicly available tools, does
not align with professional practice in large design
studios. Companies that are leaders in the imple-
mentation of innovative tools are developing their
own complete workflows based on proprietary

tools and their own servers. Foster + Partners,
for example, has implemented a company plug-in
that runs diffusion models directly with Rhinoc-
eros (including generating images on the basis of
existing geometry), and for ideation they use a lo-
cally run Stable Diftusion to protect data and intel-
lectual property” (by the way, this is very similar
to the methods presented in this article). Heather-
wick Studio declares a shift from off-the-shelf so-
lutions to custom models trained on internal data
and an image generation tool maintained on a lo-
cal server®'. This is due to concerns about intellec-
tual property, but also the quality and originality
of the solutions. Zaha Hadid Architects have been
developing original Al-based solutions since the
beginning of their popularisation in 2021. They
have tried to train models on their data, using it
primarily to speed up iterations of project work,
most often through visualisations. Aware of the
limitations of general-purpose tools, especially
in terms of the ‘understanding’ of tectonics and
structures, they are working on a 2D-3D bridge
and integrating different modelling software. The
aim is to extend the ‘competence’ of Al to creat-
ing useful three-dimensional geometry consistent
with structural logic*.

7. Conclusions

Generative Al in the exercises conducted
by the author clearly widened the search space and
accelerated ideation, but did not replace the de-
sign competence or judgement of the designer. In

20 Foster + Partners, Design, Technology, and the Team Be-

tween (+Plus Journal), https://www.fosterandpartners.com/
insights/plus-journal/design-technology-and-the-team-be-
tween (accessed on 31 October 2025).

21 D. Chevin, How Heatherwick humanises buildings... with

technology, “Construction Management’, 6 December 2024,
https://constructionmanagement.co.uk/how-heatherwick-
humanises-buildings-with-technology/ (accessed on 31 Oc-
tober 2025).

22 7. Bell, AI in architecture: Zaha Hadid Architects on its pio-
neering use and collaborating with NVIDIA, “Wallpaper*”, ht-
tps://www.wallpaper.com/architecture/zaha-hadid-architects-
nvidia-ai-in-architecture (accessed on 31 October 2025).
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some cases, it even gave the impression of hinder-
ing obtaining the outcome that the student group
in question was able to imagine and even model
on its own. The coupling of parametric modelling
(Grasshopper) with generative imaging via im-
age-to-image/ControlNet (especially Canny and
Depth) yielded the best results: the students main-
tained control over the geometry and were more
likely to get the result to match the intention, dis-
covering simple mapping rules (e.g. colour-beige
> material-wood). The main barrier was con-
trollability and repeatability — there was stylistic
‘drift’ and inconsistent or incorrect geometry. We
were significantly limited by the available compu-
ter hardware (graphics cards with the minimum
required specifications), which lengthened the
iterations. Access to better performing resources
would significantly increase the educational value
and remove the possible negative impact on stu-
dents’ evaluation of the tool. The standardisation
of the process (common prompts, a limited set of
ControlNet models and channels) allowed the re-
sults to be comparable and the workshops to be
conducted in a short time, which is particularly
important in view of the overloaded curricula.
The conclusions we have drawn relate to a single
university year and a strictly defined environment,
so they should be generalised with caution. In
summary: the greatest value comes from assisted
design - human + AI - introduced in the curricu-
lum when students are already able to critically
evaluate results and add their own controls, and
the gradual discussion of techniques (T2I - I2I >
parametric model > ControlNet) allows a good
understanding of the capabilities and limitations
of artificial intelligence.

Appendix 1. Software configuration

Below is a description of the configuration the
author chose for the classes:

o Stable Diffusion WebUI 1.6.0 (AUTOMAT-
IC1111) run with API (--api) enabled and mem-
ory optimisations --xformers and --medvram
(resulting from the necessary performance
trade-ofts on lower-performance graphics cards
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installed in the classroom). These parameters
are officially documented in the WebUI project.
e ControlNet for Stable Diffusion WebUI ex-
tension. Of the ControlNet models, the author
used Canny (edge detection) and Depth-Midas
(depth-map), which, in his own testing prior to
the start of the course, proved most useful in
controlling the diffusion model through ren-
derings of a simple parametric solid.

e Rhinoceros 7 + Grasshopper together with
a proprietary extension to communicate with
the WebUI API. The extension prepared by
the author allowed the full prompt to be con-
figured for Stable Diffusion and automated the
transfer of the current view from Rhinoceros
to the ControlNet module. This greatly facili-
tated the generation of subsequent iterations
and their documentation.

e Base models (checkpoints) for Stable Diffu-
sion: realisticVisionV60B1_v51VAE, deliber-
ate_vo, reliberate_v3 (distributed by hugging-
face; selected after quality testing).

e LoRA (Low-Rank Adaptation) - light-
weight styling modules that impose the aes-
thetics of architectural models. The author
deliberately limited the photorealism to focus
the students’ attention on solids and type. The
LoRAs we used are no longer available at the
time of writing of this article.

Appendix 2. Examples of students-participants’
statements (selection)

Usability in design:

‘Generative artificial intelligence is very
useful during concept development. It allows up
to several dozen different solutions or variations
of the same idea to be tested quickly’.

‘Generative AI helps with conceptual
work, giving the opportunity to create multiple
versions with different settings, showing examples
we wouldn’t have come across on our own.

‘Generative artificial intelligence, espe-
cially in Grasshopper and Stable Diffusion, is rev-
olutionising my conceptual architectural work’
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‘Artificial intelligence allows the rapid
generation of visual solutions that can propose so-
lutions (e.g. material, solid) that the author would
not have come up with on his or her own’

Condition of experience and skills:

‘While the tool can be inspiring, the de-
sign experience still plays a key role in the success-
ful use of generative artificial intelligence’

‘It is up to the architect to filter out which
options are feasible and which are just a pretty pic-
ture with no real chance of being built.

‘For designing solutions that are not only
aesthetically pleasing but also functional, a foun-
dation of design teaching is essential’

‘Without knowledge of design, it would
be impossible to distinguish between good Al
prompts and bad ones, and the process itself with-
out your own thoughts could prove shallow’

Difficulties with control:

“The prompt has to be very precise, and
sometimes we do not get satisfactory results even
despite many attempts.

‘A barrier to working with Al seems to us
to be the limitation of control over the variants
produced - when generating successive iterations,
it is difficult to precisely change specific features
without affecting the others.

‘Unfortunately, it is often difficult to
communicate to the AI what exactly we want to
get in the picture, which is the biggest difficulty
in using it’

‘A possible big difficulty is choosing the
right prompts. Without a suggestion in the form
of a graphic, for example, it can be difficult to
achieve the desired effect.
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